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Abstract

The increasing size and complexity of health care industry makes it attractive for

fraudsters, therefore medical fraud assessment has gained more importance. Statistical

methods can help medical auditors reveal fraud patterns within medical claims data.

This paper proposes an unsupervised Bayesian hierarchical method as a pre-screening

tool to aid in medical fraud assessment. The proposed hierarchical model helps the in-

vestigators group medical procedures and identify the hidden patterns among providers

and medical procedures. Outlier detection and similarity assessment are conducted to

analyze the billing differences among providers. We illustrate the utilization of the

proposed method using U.S. Medicare Part B data and discuss the potential insights

for medical audit decision making.
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1 Introduction

Medical expenditures are significant portions of the governmental budgets especially in de-

veloped countries. For instance, annual health care spending in the United States reached

$ 3.2 trillion in 2015 which corresponds to $ 9, 990 per person [10]. U.S. federal agencies

estimate that three to ten percent of this spending is lost to transactions involving fraud,

waste and abuse [36]. In addition to the cost implications, medical overpayments diminish

the ability of the health care system to serve beneficiaries efficiently. These developments

have resulted in greater emphasis on medical investigations. However, the size and complex-

ity of the medical systems generally make comprehensive auditing infeasible, requiring the

utilization of statistical and data mining methods.

Medical fraud assessment is generally conducted using medical claims data. A particular

medical claim involves the participating patient (beneficiary) and a service provider (hospital

or doctor) and includes the attributes of patients, providers and the claim itself. The medical

claims are generally heterogeneous because of the existence of these layers in the system. In

order to address the size and complexity of the data, the uses of sampling and overpayment

estimation methods for medical fraud assessment are legally accepted in U.S. [6]. Ekin et al.

(2015) [16] present a discussion of such applications. Data mining methods have also recently

become widespreadly used. Increasing availability and size of medical data generate the need

for techniques and automated tools that can assist in transforming the vast amounts of data

into useful information and knowledge [39]. Li et al. (2008) [28] and Ekin et al. (2018)

[15] present comprehensive reviews of the data mining methods that are used for medical

fraud assessment. These are classified as supervised, unsupervised or hybrid approaches.
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Supervised approaches include but are not limited to neural networks, decision trees and

Bayesian networks. They require labeled data which mostly correspond to the outcome of

audited claims, whether they are fraudulent or not. Such audits involve checking the files of

providers and patients in detail by domain experts and result with increased personnel costs.

In addition to requiring labeled data, supervised methods can not deal with the dynamic

nature of medical claims data. Their results are mostly dependent on particular classified

claims data sets. In contrast, unsupervised methods are based on utilizing unlabeled data.

Their use presents opportunities to extract information about the patterns and relationships

within medical claims data [2]. If used over time, they can also detect changing fraud

patterns. Therefore, unsupervised methods may serve as initial screening tools to identify

potentially fraudulent claims before domain experts are brought for investigation. This can

decrease personnel costs as less transactions are reviewed.

Unsupervised methods in medical fraud assessment are mostly used for two purposes.

Firstly, outlier detection methods can detect the claims with potential deviations from fre-

quent billing patterns. They are found to be beneficial when combined with the expertise

regarding discriminating features [11]. Onderwater (2010) [32] presents an overview of outlier

detection methods for fraud assessment. These include the unsupervised anomaly detection

framework for Australia Medicare spatio-temporal data [31] and the use of Benford’s Law

Distributions to detect anomalies in claim reimbursements [29]. Iyengar et al. (2014) [26]

propose a normalized baseline behavioral model to identify the anomalies for each prescrip-

tion area. Ekin et al. (2017) [14] use concentration function and Lorenz curve for profiling

providers. Second type of algorithms include clustering methods that are used to group

providers or patients. For instance, Musal (2010) [30] uses a hard-clustering method of geo-
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graphical regions as input to his regression model. Wheras, Ekin et al. (2013) [13] describe a

Bayesian co-clustering model that captures the dyadic dynamic that connects the providers

and beneficiaries. Zafari and Ekin (2018) [40] utilize a structural topic model to analyze

prescriber-drug associations. Such Bayesian clustering methods provide probabilistic (soft)

clustering, which refers to each object having a certain probability of belonging to each

cluster.

The main contribution of this paper is to propose the use of Bayesian hierarchical methods

for medical fraud assessment motivated by the hierarchical nature of medical claims data

and the need for an integrated clustering and outlier detection framework. The hierarchical

nature of the medical claims data can be modeled by using hierarchical methods, which

provide a way of understanding variability across populations of items within layers. In

particular, Bayesian hierarchical methods are based on using conditional distributions to

account for relationships among layers. They treat the data as arising from a generative

process that includes hidden variables, and can reveal the hidden layered structure within

data. Such methods as Latent Dirichlet allocation [4] have been employed in various contexts

including gene expression modeling [33], tag recommendation [27] and evaluation of user

reviews [1].

The proposed method can identify billing patterns and reveal the hidden structure of

groups of medical procedures and providers which would otherwise be missed. It can be

used as a pre-screening tool to aid in medical fraud assessment, for grouping procedures and

detection of aberrant providers. After retrieving probabilistic grouping, Hellinger distance

[23] is used to quantify the similarity among the billing patterns of providers. The unsuper-

vised nature of the algorithm enable us to generate a framework of clustering and outlier
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detection without requiring any background information or user-defined labels.

The remainder of this paper is structured as follows. The following section introduces

the data while Section 3 describes the proposed method in detail. Section 4 presents the

application using U.S. Medicare Part B medical claims data with an analysis of the results.

The paper concludes with a discussion of implementation challenges and potential extensions.

2 Medical claims data

Medical claims data include the patients’ private information by design. Therefore, its con-

fidentiality has been protected by federal acts such as Health Insurance Portability and

Accountability Act (HIPAA). This has adversely impacted the production and dissemina-

tion of research and findings. In order to help researchers and policy makers, The Centers

for Medicare and Medicaid Services (CMS) has been making a continuous effort to make

a portion of medical claims data publicly available after careful aggregation. Although our

framework can be used for any medical claims data set, we choose to utilize the Provider

Utilization and Payment Data Physician and Other Supplier Public Use File. This data

set is publicly available [8]. It contains physician Medicare Part B claims for the Medicare

fee-for-service population with finalized adjustments during 2012. In order to consider the

differences of the fee schedules, spending and utilization data are aggregated by National

Provider Identifier (NPI), Healthcare Common Procedure Coding System (HCPCS) code,

place of service (either facility or non-facility); and providers only with at least 10 benefi-

ciaries/services are listed. A detailed description and review can be found in CMS website

[7].
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The raw data include a collection of the medical procedures that are billed by the set

of doctors. The number of times each procedure is billed by a given doctor is observed,

and disaggregated to a billing of one procedure so that unit data row corresponds to one

particular medical claim. The data set of interest include medical claims from all states and

territories. The total number of billings are more than 1.7 billion. There is a great level of

heterogenity within the providers’ billing behaviors billing for 5942 distinct procedures.

Figure 1: Boxplots of the proportion of billed procedures within United States (left) and
within Vermont (right)

We chose Vermont for illustration, since it is a small state with smaller deviation among

the billed procedures. Vermont corresponds to 0.16 % of all the billings. Figure 1 presents

the boxplots of the proportion of billed procedures within United States and within Vermont.

It can be seen that most of the proportions are very close to zero. The standard deviation

of proportions in Vermont is 0.069, lower than the overall standard deviation of 0.124.

As part of data pre-processing, we have removed three large group entities (hospitals)

and focused on the procedures that are billed by individual doctors. We also analyzed the

existence of common medical procedures and decided to remove seven procedure codes such
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as “regular office visits” from our data set. These comprise a high number of billing events and

are present across all providers. The resulting final data set covers 2, 268 unique providers

across 72 provider types. The total number of distinct medical procedures is 1, 055. Overall,

the data set represents 1, 493, 224 separate billing events.

Figure 2 presents a cloud of medical procedures. The size of each medical procedure

indicates its billing frequency. For instance, it can be seen that the code “g9008” and “a0425”

are the most billed procedures. “g9008” corresponds to “Coordinated Care Fee, Physician

Coordinated Care Oversight Services” whereas “a0425” is a code used by ambulance providers

to bill for “Ground Mileage, Per Statute Mile”. The location of each medical procedure in

the cloud helps visualize the grouping of the procedures.

Figure 2: Medical Procedure Cloud

Our purpose is to understand underlying hidden themes in the data such as which proce-
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dures are frequently billed together, doctors who have unusual behaviors compared to their

peers and doctors who have similar billing patterns. Such relationships between providers and

procedures can be addressed by using hierarchical methods. Next, we present the method-

ology used in this paper.

3 Methodology

The proposed Bayesian hierarchical method is used to model medical procedures and providers

in layers. Data is denoted as Wd,n which corresponds to procedure n billed by dth doctor,

where W = {W1,1, . . . ,WD,N}. There are D unique doctors and N unique medical proce-

dures. We assume that there are a fixed number, K, groups of medical procedures. Each

group has a random mixture over all procedures while each doctor can be related to all

groups, so called mixed membership or soft-clustering. The vector of procedure probabilities

within kth group is denoted as βk which is {βk,1, . . . , βk,N}. The relative frequency of nth

medical procedure in kth group is referred to as βk,n. The group proportion vector for dth

doctor is denoted as θd which corresponds to {θd,1, . . . , θd,K}. Let θd,k refer to the group

proportion of kth group for dth doctor.

For each nth procedure that is billed by the dth doctor, a group, referred to as zd,n is chosen

using multinomial distribution and the group proportions, zd,n ∼ Mult(θd). Then, one can

draw a procedure with respect to the chosen distribution of a group; Wd,n ∼ Mult(βzd,n).

This generative process can be summarized in three layers as

1. Set a fixed number of groups, K

2. (a) For each group k=1,....K; choose the procedure distributions : βk ∼ Dir(η)
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(b) For each doctor d = 1, ..., D; choose the group proportion distributions: θd ∼

Dir(α)

3. (a) Draw a group, zd,n with respect to the proportions; zd,n ∼ Mult(θd)

(b) Draw a procedure with respect to the chosen group;

Wd,n ∼ Mult(βzd,n)

The following vector notations are used throughout the paper: β = {β1, . . . ,βk, . . . ,βK},

θ = {θ1, . . . , θd, . . . , θD}, z(d,.) = {zd,1, . . . , zd,n, . . . , zd,N} for d = {1, . . . , D},

Z = {z(1,.), . . . , z(d,.), . . . , z(D,.)}.

For any Bayesian model, prior distribution choice is essential. In this paper, we assume a

conjugate framework and uninformative priors. The prior distribution for βk is Dirichlet with

the hyper-parameter η = {η1, . . . , ηn, . . . , ηN}. Wheras, θd is assumed to follow Dirichlet

distribution with the hyper-paremeter α = {α1, . . . , αk, . . . , αK}. Dirichlet distribution is

chosen since it is in the exponential family, has finite dimensional sufficient statistics, and

is conjugate to the multinomial distribution [4]. These characteristics also facilitate the use

of Collapsed Gibbs sampling for inference and parameter estimation. Particularly, we use

uninformative symmetric Dirichlet prior hyperparameters, α and η. This corresponds to

the priori assumption that all groups have the same initial probability of being assigned to

a document and all medical procedures have the same probability of being assigned to a

group. This assumption is justified by the legal requirement that all providers have to be

treated equally [9]. Informative prior information is argued to potentially jeopardize the fair

use of the algorithm by abusive data analysts and auditors [12].
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This generative process results in the following joint distribution of the latent variables:

p(β, θ,Z,W |η,α) =

( k=K
∏

k=1

p(βk|η)
)( d=D

∏

d=1

p(θd|α)

n=N
∏

n=1

p(zd,n|θd)p(Wd,n|β1:K, zd,n)

)

(3.1)

The posterior draws of Z, β, θ are key to the exploratory tasks. However, the estimation

from their distributions is challenging. Exact inference is intractable, and requires the use of

approximation methods. Several such methods have been proposed including deterministic

algorithms such as variational inference [4], collapsed variational inference [37] and sampling

based algorithms such as Markov Chain Monte Carlo (MCMC) simulation [20]. Each method

has its unique advantages and disadvantages with respect to speed, complexity, accuracy,

and conceptual simplicity [3]. Variational algorithms are based on finding the distribution

that closely mimics the posterior distribution via optimization [24]. MCMC is based on

constructing a Markov chain, a sequence of random variables, which results a stationary

distribution that is used to approximate the distribution of interest. In this paper, we utilize

MCMC, particularly collapsed Gibbs sampling algorithm of [21]. Standard Gibbs sampling

is based on iteratively sampling from the full conditional distributions. This procedure would

be repeated until the samples converge to what would be samples from the true distributions,

and this is slow. Therefore, a faster algorithm called “collapsed Gibbs sampler" is used,

where the multinomial parameters are integrated out and just Z is sampled. In particular,

“collapsed” refers to the process of integrating out θ and β, since they can be interpreted as

statistics of the associations between the observed W and the corresponding hidden variables

Z which are treated as the state variables of the Markov chain [22]. The distribution of
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interest becomes

p(Z|W ) ∝
∫

θ

∫

β

( d=D
∏

d=1

n=N
∏

n=1

p(zd,n|θd)p(Wd,n|β1:K,zd,n)dβdθ

)

(3.2)

This distribution, p(Z|W ), covers a large space of discrete random variables and is

difficult to evaluate. Therefore, we resort to the Gibbs sampling algorithm for approximation.

In particular, we are interested in probability of the topic index assignment, z being assigned

to a given word, given all other topic assignments to all other words. We sample from the full

conditional distributions, p(zd,n = k|Z(−d,n),W ) for each group k = 1, . . . , K, sequentially

for each dth doctor and nth medical procedure. Z(−d,n) refers to vector of all other group

assignments other than the one for nth medical procedure for the dth doctor. Let qk(d,n) be the

count of assignments to kth group for the nth medical procedure in the dth document. qk(−d,n)

refers to the count of all assignments to kth group excluding qk(d,n). Using the conjugate

framework, each conditionally independent distribution can be written as:

p(zd,n = k|Z(−d,n),W ) =
(qk(−d,n) + αk)

(qk(−d,n)+ηn)
∑N

n=1(qk(−d,n)+ηn)

∑K

t=1(qt(−d,n) + αk)
(qt(−d,n)+ηn)

∑N
n=1(qt(−d,n)+ηn)

(3.3)

We sample from p(zd,n = k|Z(−d,n),W ) for all d = 1, . . . , D and n = 1, . . . , N within

the proposed Gibbs framework. After Markov chain convergence is practically judged, we

retrieve samples of Z.

The posterior values of θ and β can be estimated using the topic index assignments Z,

since it is a sufficient statistic for both these parameters. We compute βk,n for each kth

group- nth procedure pair and θd,k for each dth doctor- kth group pair using the counts of the
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respective topic-index assignments. Let qk(d,.) be the total count of assignments to the kth

group for all N procedures and the dth doctor. Whereas qk(.,n) refers to the total count of

assignments to the kth group for all D doctors and the nth procedure. The posterior values

for θd,k and βk,n are computed as θgd,k =
qk(d,.)+αk

∑t=K
t=1 [qt(d,.)+αk]

and β
g
k,n =

qk(.,n)+ηn
∑t=N

t=1 [qt(.,n)+ηn]
within each

gth Markov chain Monte Carlo iteration. After convergence is attained, the posterior means

are computed as the Monte Carlo average over all iterations.

The steps of the collapsed Gibbs sampling procedure can be summarized as:

1. The Z variables are initialized to determine the initial state of the Markov chain.

2. The chain is then run for a number of iterations, each time finding a new state by

sampling each zd,n from the specified distribution in equation (3.3).

3. After a fixed number of iterations, convergence of the Markov chain is checked.

4. When convergence is attained, the counts of the respective topic-index assignments of

Z are recorded and the posterior mean values of θ and β are computed.

In order to assess practical convergence, autocorrelation or trace plots can be used as

well as a numerical diagnostic measure such as Brooks-Gelman-Rubin (BGR) statistic [5].

In our application, the Markov chain convergence is assessed after 1000 iterations using the

evidence from trace plots and stabilization of posterior mean values. For theoretical results

on MCMC convergence, see [19].

Once the group proportions for each doctor are retrieved, similarity assessment is con-

ducted using Hellinger distance [23]. Hellinger distance is mainly used to quantify the

similarity between two probability distributions. In this paper, we use it to compute the
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distance between the group proportions of two given doctors; doctor i and doctor j:

dij =
1√
2

√

√

√

√

k=K
∑

k=1

[(
√

θi,k −
√

θj,k)2]

A distance of 1 corresponds to the case where two given providers bill for totally different

procedures, whereas a distance of 0 indicates exactly identical billing patterns.

It should be noted that the full distributions are not used in the analysis. We utilize

the posterior mean values of the variables of interest, and full Bayesian analysis is left as an

extension. Next, we illustrate the application of the proposed method.

4 Implementation using claims data

This section presents the application of the proposed method with the medical claims data

on hand. In particular, we implement our model using a C++ program, see [34] for a similar

publicly available collapsed Gibbs sampling algorithm. We conduct the steps of data pre-

processing and analysis using Python and R. We use the R packages tm [17] and wordcloud

[18]. Our code is publicly available at https://github.com/Prof-Greg/LDA. Each iteration

of the collapsed Gibbs algorithm takes negligible time.

In implementation, the first challenge is to determine the number of groups for medical

procedures. We conduct the model evaluation using perplexity, which is a likelihood based

fit measure. In particular, perplexity is a function of negative log likelihood that is computed

over all D doctors.

perplexity(Dtest) = exp{−
∑D

d=1 log(p(Wd,))

ND
}
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In current medical industry practice, classifications of medical procedures are done using

a relatively small number of groups. For instance, Berenson-Eggers Type of Service (BETOS)

Codes are based on 7 groups. High number of groups may result with loss of interpretability.

For K values of 5, 10, 15, 20, 25 and 30, the perplexity values are computed as 5.57, 5.05,

4.82, 4.62, 4.53 and 4.50 respectively. While lower perplexity values indicate better model

fit, the decrease rate of perplexity diminishes with increasing number of groups. The group

size is chosen as 20 since it provides a good balance between interpretability and model fit.

The results are found to be insensitive to the choice of prior values. We have tested the

robustness of results for hyper-parameter values of 0.1, 1 and 2.5 as all terms of α and 0.01,

0.1 and 1 as all terms of η. This can be explained by the abundance of data at hand as

the effect of the prior distribution becomes less influential for inference given data. For the

following analysis, we present the results for hyperparameter values of 0.1 for all terms.

First, we analyze which procedures are frequently billed together via β, which represents

the proportion of all procedures over all topics. For parsimony, we will focus on a number of

groups and the procedures with highest relative frequencies to illustrate how this information

can be beneficial for medical auditors. For instance, Table 1 lists the five medical procedures

with highest relative frequencies within Group 4. This is basically a portion of β4 with terms

sorted in an descending order. The medical procedures with highest relative frequency val-

ues correspond to a total of 0.683 relative frequency. They are observed to be relevant to

“eye exams and treatments”, and can be argued to be mainly conducted by ophthalmologists

and optometrists. Ophthalmologists are trained to perform eye exams, diagnose and treat

disease, prescribe medications and perform eye surgery. Optometrists are licensed to pre-

scribe medications to treat certain eye problems and diseases, and may participate in the
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pre- and post-operative care in collaboration with ophthalmologists. This results with the

expectation that the doctors who bill for Group 4 the most, are doing related work.

HCPCs Code Description β4,

92014 Eye exam and treatment 0.351
92012 Eye exam established patient 0.136
92083 Visual field examination(s) 0.075
66984 Cataract surgery w/iol 1 stage 0.061
92133 Computerized ophthalmic imaging optic nerve 0.060

Table 1: List of procedures in Group 4, a portion of β4 with terms sorted descendingly

We analyze the set of doctors who billed for group 4 the most, which results in 105

providers of which 100 are “eye” related providers. This set contains 32 out of the 36 oph-

thalmologists and 68 out of the 78 optometrists. The remaining five include a physician

assistant, an interventional radiologist, an ambulatory surgical center and diagnostic radi-

ologists. The medical auditor can closely examine these 5 providers as potential red flags,

since their billing behavior is different than expected.

Analyzing the rest of the optometrists and ophthalmologists who have not billed for

Group 4 the most, may also result with interesting insights. The remaining 4 optometrists

billed for Group 1 the most. Additionally, 2, 1, 7 ophthalmologists have billed the most

for groups 1, 8 and 10 respectively. Table 2 presents a portion of the list of procedures in

Group 1. It can be recognized that procedures 92226 and 67028 are related to eye exams

and injections.

Similarly, highly billed procedures in group 10 include code “142” that corresponds to

“lens surgery”. This explains the 7 ophthalmologists that bill for group 10 the most. It is

interesting that there is only one ophthalmologist that bill for Group 8 the most. Table 3

shows that Group 8 generally corresponds to billing for office/outpatient visits, hearing tests
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HCPCs Code Description β1,.

J3300 Triamcinolone A inj PRS-free 0.443
92226 Special eye exam subsequent 0.127
92134 Cptr ophth dx img post segmt 0.108
90805 Psytx off 20-30 min with E &M 0.103
67028 Injection eye drug 0.067

Table 2: List of procedures in Group 1, a portion of β1 with terms sorted descendingly

and colonoscopy/biopsy procedures. For instance, colonoscopy procedures are more relevant

to internal medicine doctors. In this case, one can conclude that further investigation may

be worthwhile because this particular optometrist does not behave like his/heer peer group

of optometrists and ophthalmologists.

In general, when compared with the benchmark groupings such as provider speciality or

respective BETOS codes, this particular group provides a more diverse collection of medical

procedures. Comparison of this information with the benchmark can result in improved

efficiency of medical investigations. The proposed method can reveal the hidden relationships

and help the auditor focus on the suspicious providers, which in return can decrease the false

positive rates.

HCPCs Code Description β8,.

99204 Office/outpatient visit new 0.304
92557 Comprehensive hearing test 0.070
99203 Office/outpatient visit new 0.067
45380 Colonoscopy and biopsy 0.060
43239 Upper gi endoscopy biopsy 0.052

Table 3: List of procedures in Group 8, a portion of β8 with terms sorted descendingly

Next, we analyze if we can detect doctors that have unusual behavior compared to their

peers. We have used the group proportions, θd, for each doctor for that purpose. In the

analysis above, we already have found one optometrist that has a different billing behavior
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compared to his/her peers. In the following, that optometrist will be referred as the outlier

doctor. We analyze θ values for the peer group of interest, that includes 114 optometrists

and ophthalmologists. The left panel of Figure 3 presents the box-plots for groups (topics

or clusters) 4, 1, 8 and 10, respectively. The black triangle, N corresponds to the θ value of

the outlier doctor in each group. It can be seen that outlier doctor has a very different θ for

Groups 1 and 8 compared to the peers’.

Figure 3: Select group proportions, θd for the peer group (left) and maximum group propor-
tions θd (right)

When we examine this outlier doctor in detail, we have recognized he/she billed primarily

for codes such as “99204”, “99213”, and “99214” that correspond to office/outpatient visits.

In contrast, his/her peers mostly billed for “eye” related procedures. We should emphasize

that being an outlier or different from the peers does not necessarily mean that that doctor

is involved with a fraudulent transaction. However, it can be argued this warrants further

investigation and that provider may be a good candidate for medical audits.

The right panel of Figure 3 presents the box-plots with the highest θ(.,k) for each doctor.

It is recognized that the outlier doctor, shown by the triangle, is the only doctor that bills

for the Group (Topic) 8 the most.
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Figure 4: Hellinger Distance between the outlier and peers

Lastly, the similarity of the outlier optometrist is compared to his/her peers. The

Hellinger distances of each doctor in the peer group are computed, see Figure 4 for the

box-plot. The Hellinger distance of the outlier with itself is 0, which is shown by the di-

amond in the figure. The average distance between this particular optometrist and other

113 optometrists and ophthalmologists is 0.899. The minimum and maximum distances are

0.973 and 0.510. This provides further evidence suggesting that the billing behavior of this

particular optometrist is not similar to his/her peers. The use of Hellinger distance can also

provide further insights about the potential relationships among providers.

5 Discussion

This paper presents the use of an unsupervised Bayesian hierarchical method as a pre-

screening tool to aid in medical fraud assessment. The unsupervised nature of the algorithm

allows designate potentially suspicious claims and providers for further audits without any

background information or user-defined labels. It helps identify the hidden billing patterns
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among providers and medical procedures. In addition to organizing the medical procedures in

groups, outlier detection via similarity assessment reveals the differences of billing behaviors.

We illustrate the application using U.S. Medicare Part B data.

The proposed model enables the medical auditors to summarize and categorize the med-

ical claims data, and find potential red flags that may warrant further investigation. One

advantage of the proposed model that it allows soft clustering in which medical procedures

belong to all groups with varying relative frequencies. Another advantage is that the pro-

posed method provides a peer comparison group which can later be used to minimize false

positive rates. False positives in this context refers to innocent providers who are investi-

gated because they have charged for claims different from their peers in the same provider

specialty. This model can be utilized periodically with new sets of data, and it will be able

to adapt to changes easily. Therefore, the analyst can analyze the changes in billing pat-

terns when more data becomes available over time. These insights can be helpful before

bringing the domain experts into the investigation. A close cooperation between physicians,

statisticians and people involved in decision making would be beneficial during the stages of

defining and tuning the model as well as analyzing and interpreting the results.

A number of extensions can be proposed depending on the particular audit procedure and

data availability. If labelled medical claims data is available, a semi-supervised extension of

the proposed method can improve the accuracy. The assumption of fixed number of groups

can be relaxed by Bayesian non-parametric methods such as the Dirichlet process based

models. In case of availability of data over time, temporal models can provide a sequence

of distributions which may provide insights about changes in billings over time. Another

modeling extension is to consider covariate information of providers and procedures. In the
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current setup, we work with the posterior mean values of the variables of interest. A full

Bayesian analysis can be utilized to retrieve the distribution of the Hellinger distance of each

provider compared to his/her peers. Assuming that each provider behaves like its peers, the

providers at left tail of that distribution can be considered as outliers.

In terms of implementation, this study can be done for overall U.S. medical claims data

set for real time fraud assessment to serve as an initial fraud screening procedure. Potentially

higher computational cost can be addressed by the use of advanced programming and parallel

programming techniques. There are alternatives that may improve the speed of the collapsed

Gibbs algorithm, for instance see [38] and [35]. The variational inference algorithms such as

[25] may also be considered as efficient alternatives with large scale of data.
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